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Balancing selection is a mode of natural selection that maintains genetic
diversity through various mechanisms, including negative frequency-
dependent selection (NFDS). However, distinguishing the genomic
signature of NFDS from those of other balancing selection modes, such
as overdominance, remains a significant challenge. In this perspective,
we outline strategies to improve the modelling of genomic patterns
expected under NFDS, with the goal of better differentiating them from
signals of neutrality and alternative selection processes. We demonstrate
how resource-efficient deep transfer learning, combined with novel
data preprocessing and the modelling of genomic autocovariation, can
effectively detect and characterize NFDS using either phased or unphased
genotypes, and with or without temporal data from ancient DNA. Finally,
we offer practical recommendations for both empiricists and method
developers on advancing the detection of NFDS in genomic data.

This article is part of the theme issue ‘Exploring negative frequency
dependent selection across levels: from genetics to ecology and back again’.

1. Introduction
A central goal of evolutionary biology is to understand the myriad factors
that have shaped the present-day distribution of variation among organ-
isms. Key processes include the genetic effects of mutation and recombina-
tion, demographic history, ecological and environmental influences and the
roles of adaptive traits. Dissecting these components often involves iden-
tifying genomic footprints characteristic of the underlying processes [1].
However, these genomic signals are often subtle, and advanced approaches
are necessary to disentangle the conflicting signals of the many forces at
work. Balancing selection [2], which adaptively maintains polymorphism in
populations, is particularly difficult to decipher [3].

Early methods for uncovering adaptive events from genomic variation
relied on summary statistics, which captured specific measurements of
genome variation patterns [4–15]. These summaries are typically quick to
compute and often grounded in theoretical models or based on trends
observed from visualizing mean patterns in simulated data. However,
mean signals alone often lack the resolution to effectively distinguish
between adaptive and non-adaptive factors, largely because they do not
capture the linear dependence (autocovariation) of genomic variation along
the genome expected owing to linkage disequilibrium [16]. This is the
case with frequency-based methods, whereas haplotype-based methods do
capture proxies of linkage disequilibrium. However, they are often unable
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to disentangle signals owing to demographic factors such as population fluctuations from non-demographic factors like natural
selection [17–19].

Over the past two decades, the field has experienced a significant shift towards directly modelling genomic autocovariation
when identifying adaptive footprints, primarily through maximum likelihood approaches [20–28]. While full likelihood models
are generally computationally intractable, researchers have developed composite (or pseudo) likelihood frameworks that
simplify the problem by assuming loci are independent. Nevertheless, these models explicitly account for the autocovariation
between the putatively selected (target) site and each neighbouring locus, with the independence between the test site and other
loci increasing with their physical distance.

These methods have been shown to achieve substantially higher power to detect adaptive events compared with summary
statistic approaches, provided that their modelling assumptions are met. However, they can also be computationally intensive,
as they require the optimization of multiple model parameters at each test location, which may span thousands of sites [20–30].

A key hurdle for both summary statistic and likelihood-based approaches in detecting balancing selection is that they are
primarily tailored to long-term balancing selection [4–7,10,31–37], occurring for over more than 4Ne generations of selection
[38], where Ne is the diploid effective population size. Long-term balancing selection is typically characterized by an increased
density of within-species polymorphism relative to between-species substitution, and it produces a narrow genomic footprint
owing to recombination eroding linkage disequilibrium over many generations. In some cases, this process may produce
inter-species single nucleotide polymorphisms (SNPs), which can be challenging to identify without large samples from
multiple species [39].

By contrast, the patterns associated with recent or transient balancing selection, occurring less than 4Ne generations ago
[38,40], are less well understood. Moreover, it remains unclear how readily different modes of balancing selection, such
as overdominance (OD) and negative frequency-dependent selection (NFDS), can be distinguished using measurements of
contemporary genomic variation alone [41,42]. As previous work has demonstrated, OD can generate NFDS given that common
alleles will more often present themselves as homozygotes than rare alleles will [41,43,44], making it more difficult for avail-
able methods to distinguish these modes of balancing selection when overlap exists. In the absence of a strong theoretical
foundation, developing methods to detect recent or different forms of balancing selection is challenging, raising the question of
whether additional types of data beyond modern sampled genomic variation are necessary.

The renaissance of artificial intelligence and machine learning over the past decade has resulted in a paradigm shift in
characterizing adaptive and other evolutionary events [38–49]. Notably, although it can be difficult to write explicit summaries
or derive models for certain evolutionary phenomena, it is relatively easy to simulate data from arbitrarily complex processes
using modern software packages [50,51]. Hence, we can leverage simulated (or synthetic) genetic variation under different
evolutionary scenarios to train machine learning models to discriminate among different events [47,48]. Simulation-based
machine learning models have proven to be highly powerful and flexible in population genomics [52,53]. Among machine
learning frameworks, deep learning is particularly effective at capturing spatial patterns [54], object detection such as recogniz-
ing edges [55] and generalizing across varying scales [56]. Moreover, deep learning can automatically extract these abstract
features [55]. Its nonlinear structure allows it to serve as a universal approximator when provided with sufficient model
parameters [57,58], and it can integrate data from heterogeneous sources [59].

However, a key challenge with deep learning approaches is that they are data-hungry, often requiring thousands or even
millions of training examples to achieve adequate performance. Although genomic variation is relatively easy to simulate,
generating enough replicates can still be time- and computation-intensive, especially for complex processes evolving over
long genomic regions or those leaving cryptic signals, such as recent balancing selection [60,61]. This computational burden
may limit the accessibility of such approaches for researchers operating with minimal resources and comes at a significant
environmental cost in terms of carbon footprint [62]. For all these reasons, we still lack powerful and efficient methods to
quantify the extent to which recent and transient balancing selection shapes genomic variation.

To date, few studies have used machine learning to detect balancing selection [41,46,48,49] and none have focused primarily
on distinguishing NFDS from other types of balancing selection. In this study, we evaluate the potential of deep learning for
detecting recent balancing selection using both modern and ancient DNA, as well as for distinguishing between OD and NFDS.
To address the substantial resource requirements of deep learning approaches, we explore the machine learning technique
known as transfer learning, which enables the extraction of useful features from a model pre-trained on a large, unrelated
dataset and the use of these features to train downstream models with minimal additional data [63]. Transfer learning is
implemented here via a tool that extracts transformed feature sets from natural images [64]. The learnt representations of a
pre-trained model are then leveraged to extract features that are later used as input to a classifier to detect adaptive events, and
a regressor to predict the underlying evolutionary parameters of such events. Here, transfer learning enhances the detection
and classification of balancing selection patterns by equipping the classification model with rich features extracted from data
that simulate NFDS and OD as input. Likewise, the extracted feature sets also allow the regressor to predict the equilibrium
frequency at balanced polymorphisms that underlie both NFDS and OD. We test the performance of TrIdent [64], a tool that
employs transfer learning as a feature extractor, in classifying different types of balancing selection in addition to predicting
equilibrium frequencies at balanced polymorphisms, in the presence and absence of phased data, and when simultaneously
analysing temporal data from ancient genomes. Based on our findings, we provide guidance for empiricists and methodologists
on how to advance efforts to better characterize recent balancing selection, with a particular focus on NFDS.
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2. Results
(a) Discriminating among evolutionary forces with modern haplotype variation
To explore the efficacy of transfer learning in disentangling the signatures left by OD, NFDS and neutrality, we initially trained
the deep transfer learning-based classifier TrIdent [64] on simulated modern genomic samples (figure 1; see §4). TrIdent was
originally designed for the binary problem of distinguishing between selective sweeps from positive selection and neutrality. A
visual inspection of mean image representations of the haplotype alignments used to train TrIdent [64] suggests a clear pattern
in the central windows that helps distinguish balancing selection from neutrality (electronic supplementary material, figure
S1). This centre vertical strip pattern appears to be driven by the higher amount of intermediate frequency alleles around
the target locus, which is to be expected in OD and NFDS. Lower pixel values (dark shades) indicate haplotypes (rows) in
genomic windows (columns) with greater numbers of major alleles, and tall black regions suggest a high-frequency haplotype
of major alleles. However, differences in mean patterns between OD and NFDS are more subtle, suggesting these forces
may be inherently harder to differentiate. This difficulty is also reflected in the substantial overlap in their summary statistic
distributions (electronic supplementary material, figure S2).

After pixel-wise standardization (i.e. transforming each pixel to have mean zero and a standard deviation of one across
training images), differences among the three classes become clearer, with an almost opposite pattern for neutrality and NFDS
for which negative pixel values in one class are positive in the other class (electronic supplementary material, figure S3).
However, OD falls intermediate between the standardized variation observed from the other two classes (electronic supplemen-
tary material, figure S3), suggesting that OD will probably be the most difficult to distinguish among the three classes as it
visually appears as a mixture of the other two classes. These mean qualitative patterns suggest that while classification is
feasible, differentiating between the modes of balancing selection remains particularly challenging—with NFDS showing the
greatest contrast to neutrality.

Consistent with these observations, our binary classifier effectively distinguishes neutrality from NFDS, achieving a high
accuracy of 98.60% (electronic supplementary material, figure S4A). Classification accuracy for OD versus neutrality is lower
at 85.05%, with a conservative bias towards labelling cases as neutral (electronic supplementary material, figure S4B). Distin-
guishing between OD and NFDS proves more difficult, with a reduced accuracy of 70.05% (electronic supplementary material,
figure S4C). In this comparison, NFDS is more reliably detected (77.1% accuracy) than OD (63.0%), probably owing to the
higher haplotype variation maintained in heterozygotes under OD. Moreover, NFDS patterns exhibit broader minor allele
count variation within haplotype windows, whereas OD minor allele count variation falls within the NFDS minor allele
count distribution. The NFDS minor allele count distribution results in NFDS input images spanning a wider intensity range
(electronic supplementary material, figure S3), distinguishing NFDS from OD but rendering OD patterns less distinguishable.
These trends are also reflected in the comparative power to discriminate between classes in each scenario (electronic supple-
mentary material, figure S4D). Note that TrIdent performs a conservative step of filtering out singletons and doubletons from
the genomic input data to ensure that no sequencing or mapping errors are included [64], thus removing potentially relevant
information that could further help discriminate among the classes.

While informative, a trio of binary classifiers is not ideal for interpreting the evolutionary process underlying observed
variation in a given genomic region. To address this barrier, we implemented a two-stage classification model based on this
classifier trio: the first stage distinguishes neutrality from balancing selection, and the second differentiates between balancing
selection modes if neutrality is not supported (see Supplementary Methods of the electronic supplementary material). This
approach yields an accuracy of 63.39%, with class-specific detection rates of 95.50% for neutrality, 54.45% for NFDS and 40.23%
for OD—mirroring the expected performance rankings (electronic supplementary material, figure S5).

We also explored whether a multiclass classifier trained to distinguish all three categories simultaneously would yield better
results. This approach improved accuracy to 70.17%, primarily owing to a substantial gain in the detection of NFDS (93.90%),
with only a modest decrease in the accuracy for OD (40.2%) but at the cost of detecting neutrality (76.4%) accurately (figure 2A).
These outcomes align with the relative power to detect each process (electronic supplementary material, figure S6A) and the
ability to distinguish each mode of balancing selection from neutrality (electronic supplementary material, figure S7A). We saw
improved accuracy using a multi-class approach over a two-stage binary one and specifically recommend the multi-class model
for disentangling modes of balancing selection and neutrality. Collectively, these findings support the promise of using transfer
learning to detect NFDS from modern genomic data, while highlighting opportunities to improve performance, potentially
through the integration of additional data sources.

(b) Refining performance with ancient genome variation
Detecting and distinguishing modes of balancing selection is challenging, but our results suggest that deep transfer learning
represents a promising path forward. However, our findings thus far have relied only on a snapshot of genomic variation
from present-day sampled individuals. Recent work has shown that incorporating temporal information into deep learning
frameworks can enhance the detection of adaptive events [65]. We therefore trained classifiers in two additional settings: one
using only ancient genomic variation sampled across eight time periods, and another combining modern genomic variation
with this ancient data (figure 1; see §4).

When using only ancient samples and omitting modern data, overall accuracy declines slightly from 70.17% to 67.53%
(compare figure 2A,B). Notably, this setting results in a substantial drop in the detection of NFDS—from 93.9 to 76.6%—which
is offset by a significant improvement in the neutral detection rate, increasing from 76.4 to 89.3%. The highest classification
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accuracy of 71.9%, is achieved by including modern samples back in ,which is a slight improvement on using modern samples
alone (figure 2C). This improved accuracy is primarily owing to better detection of OD—41.6% compared with 40.2 and 36.6%
in the other two settings—alongside intermediate detection rates for neutrality (85.1%) and NFDS (89%). Thus, combining
ancient and modern variation produces a more balanced classifier. As expected, the power to distinguish between classes
(electronic supplementary material, figure S6) and to detect balancing selection (electronic supplementary material, figure S7)
aligns with the observed classification rates. While additional repetitions with different train/validation/test splits would be
required to rigorously assess the generalizability of these findings, we highlight that adding ancient samples can alter the
balance of error profiles.

(c) Estimating underlying adaptive parameters
Although the classification tasks of detecting balancing selection and distinguishing among its modes are important for
characterizing the adaptive landscape of the genome, they overlook the estimation of adaptive parameter values—key elements
for interpreting how adaptation has proceeded. Specifically, for a region confidently classified as undergoing balancing selection
(regardless of mode), knowledge of the equilibrium frequency x* is essential for forming a comprehensive picture of past
evolutionary dynamics. To address this complementary inference task, we reframed TrIdent as a regression model to predict x*.
Notably, the estimate of x* can be transformed into an estimate of the dominance parameter ℎ when the classified mode is OD
(see §4).

For combined modern and ancient variation, within the parameter ranges used for training and testing, the true parameter
distributions are relatively uniform, as designed. Although the predicted distributions for x* are wider than the true distribu-
tion (figure 3), they are more symmetric around their medians, with the predicted and true medians closely aligned. Moreover,
the root mean squared error for predictions remains low—between 0.048 and 0.079 for predicting x* . Predicted x* values
broadly track the true values for both NFDS and OD (electronic supplementary material, figure S8), which is further supported
by the root mean squared error (RMSE) values obtained for NFDS and OD (figure 3). These results are mirrored when using
modern variation alone, though with greater uncertainty in predictions compared with when information from ancient samples
is jointly used (electronic supplementary material, figure S9). Thus, once a genomic region is identified as evolving under
balancing selection, this regression approach within a deep transfer learning framework provides reliable estimates on average
of the key parameters necessary for interpreting the underlying adaptive dynamics.

(d) Utility of unphased data
So far, we have explored whether haplotype alignments contain sufficient information to detect balancing selection, discrim-
inate among its modes and estimate underlying equilibrium frequencies, while also evaluating the advantages of jointly

Figure 1. Schematic of our experimental pipeline, illustrating modern and ancient dataset generation for each of neutrality, OD and NFDS, followed by training and
evaluation with TrIdent [64]. This pipeline resulted in models trained on three datasets: 108 modern diploid individuals; 80 ancient diploid individuals evenly sampled
across eight epochs; a combination of these 108 modern and 80 ancient individuals.

Figure 2. Classification rates and associated accuracies depicted by confusion matrices for distinguishing among evolutionary forces. Models trained and tested with
(A) only modern genome variation; (B) only ancient genome variation; and (C) both modern and ancient genome variation.
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incorporating ancient and modern variation. However, these inference tasks were tested under idealistic data conditions,
assuming that haplotypes can be phased with certainty. Such a scenario is often unattainable for non-model study systems and
ancient DNA [66–69]. Furthermore, only a subset of balancing selection modes may contribute to the present distribution of
variation in model species [38,70–72], with potentially the most intriguing population dynamics arising from balancing selection
in non-model species [42,73,74]. Additionally, in our generated images where haplotypes are sorted, consecutive haplotypes
do not necessarily derive from the same individual. As a result, our images of haplotype alignments do not capture genotype
states. Further capacity to distinguish between NFDS and OD may be gained by using genotype information, which does not
rely on phasing. We therefore examined the efficacy of using a transfer learning-based tool to detect and discriminate among
modes of balancing selection from multilocus genotype (MLG) data. In MLG data each SNP is encoded by the number of minor
alleles in a diploid genotype, with zero for a homozygous major allele, one for a heterozygous and two for a homozygous
minor allele. This encoding differs from haplotype alignments where the allelic state is coded as either zero (major allele) or one
(minor allele; see electronic supplementary material, methods). The images generated from MLGs for TrIdent are constructed
assuming unphased genotype states, which avoids the need for TrIdent to rely on phased haplotype variation.

As expected from previous studies [64,75], the classification accuracy when using modern genomic variation declines from
70.17% with phased haplotypes (figure 2A) to 67.80% with MLGs (electronic supplementary material, figure S10A), a reduction
largely driven by a decrease in the neutral detection rate from 76.4% to 68.5%. In general, the neutral detection rate for MLGs is
lower than that for phased haplotype data across all three input data settings (figure 2 and electronic supplementary material,
figure S10). However, the overall accuracy improves slightly when using ancient or combined modern and ancient data with
MLGs (compare figure 2B and electronic supplementary material, figure S10B; figures S2C and S10C). This improved accuracy
is primarily owing to mode-specific changes in true positive rates. For example, when comparing predictions from MLG with
haplotype variation for the combined (ancient and modern) dataset, we observe a 4.7% increase in OD true positives while
NFDS true positives increase by 2.3% (figure 2 and electronic supplementary material, figure S10). However, when comparing
only ancient datasets, we see a 6.9% increase in true positives for NFDS, while OD true positives increase only by 1.9%.
Moreover, as with phased haplotype data, jointly analysing modern and ancient variation using MLGs results in more balanced
classification power (electronic supplementary material, figure S11), although OD continues to exhibit significantly lower power
to be distinguished from neutrality compared with NFDS (electronic supplementary material, figure S12). These results suggest
that distinguishing balancing selection from neutrality is hindered by the increased class overlap when using unphased data,
whereas the explicit genotype state information preserved in MLGs enhances the ability to discriminate between modes of
balancing selection.

3. Discussion
We have shown that the resource-efficient approach of deep transfer learning provides a promising avenue for improved
detection of NFDS, while also permitting characterization of the parameters underlying its adaptive dynamics. Ancient genomic
variation can further enhance these inference tasks, and the use of MLGs instead of haplotypes may offer additional capacity
to disentangle conflicting signals of different modes of balancing selection. The fact that MLGs show promise is encouraging
because even the genotypic values from non-model organisms and ancient samples can be highly uncertain. Such data could
be accommodated easily by estimating expected allele counts when constructing MLG data matrices [65]. Our results are
also consistent with a recent preliminary analysis, which showed that incorporating ancient variation alongside modern data
improves neutral detection rates and yields more balanced classification performance when distinguishing between balancing
selection intensities [48]. These findings elucidate the potential for improving genomic data-to-image transformation, model
refinement and integration of heterogeneous data sources to enhance evolutionary inference.

Figure 3. Summaries of distributions for true and predicted equilibrium frequency x* for (A) NFDS and (B) OD from combined modern and ancient genome variation.
For each setting and adaptive parameter, violin plots with embedded box plots together with the root mean square error (RMSE) are displayed.
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One such opportunity is to represent genomic variation more efficiently for downstream modelling. Specifically, the way
that TrIdent processes haplotype or MLG alignments for input to the convolutional neural network-based feature extractor
could be optimized. Currently, for each haplotype or MLG, the number of minor alleles is counted within a fixed-size sliding
window across the genome [64]. Because pre-trained vision models are typically trained on RGB images, TrIdent duplicates
grayscale representations of these counts across three channels [64]. This duplication, however, misses the opportunity to
encode distinct information in each channel. For MLGs in diploid organisms, where three genotypes are possible—homozygous
major, heterozygous and homozygous minor—each channel could instead represent the minor allele counts associated with
one genotype state. This approach would decouple genotype contributions to overall pixel values, potentially improving
classification performance.

Another refinement can be made in better temporal modelling of input features. When integrating collections of features
extracted as vectors from images of ancient variation, we simply concatenated all feature vectors into a single input vector prior
to training the classification and regression models. However, these extracted features covary through time across sampled
epochs, and explicitly modelling this temporal autocovariation would probably lead to improved inferences [65]. Natural deep
learning approaches for capturing such feature dependencies include convolutional and recurrent neural networks [76,77].
Alternatively, after transfer learning-based feature extraction, temporal structure can be incorporated using trend filtering [78–
82] or by generating new features via spectral decomposition [52,75,83,84].

As we have shown, incorporating temporal patterns of genomic variation improves our ability to distinguish balancing
selection from neutrality. Although we have considered only two mechanisms of balancing selection here, including data
from both ancient and modern samples could also improve the detection of other balancing selection modes. Notably,
theStochastic Additive Scale–Concave Fitness Function (SAS-CFF) model [43,44] describes stabilizing selection in abruptly
fluctuating environments that can produce dynamics similar to those of NFDS, with alleles experiencing substantial fluctuations
in frequency and occasionally drifting close to fixation or loss. By contrast, OD is expected to maintain high variability by
preserving balanced polymorphisms in heterozygotes, resulting in less variable allele frequency trajectories. Temporal sampling
at sufficient density could capture this difference in variability, allowing more oscillatory modes such as NFDS and SAS-CFF to
be distinguished from more stable modes such as OD. Moreover, NFDS actively pulls allele frequencies toward an equilibrium
and therefore depends on the current allele frequency, whereas SAS-CFF responds more abruptly to environmental changes and
may not correlate as strongly with the current frequency. Explicitly modelling changes in haplotype variation as a function of
focal allele frequency dynamics from temporal data could therefore enable multiclass extensions that improve discrimination
not only between balancing selection and neutrality, but also among the various modes of balancing selection.

A central goal of this study was to demonstrate the potential of resource-efficient, pre-trained deep transfer learning to detect
and distinguish modes of balancing selection while estimating underlying adaptive parameters—all using a relatively small
training dataset. However, if resources permit larger-scale data generation and more intensive model training, performance
could be improved by fine-tuning the pre-trained model weights for the specific classification or regression tasks described
here. Deep learning architectures are inherently data-hungry and may require substantially more training data to realise these
gains. In the context of detecting positive selection, for example, the TrIdent framework has shown that fine-tuning can improve
classification accuracy by over 5% [64], and similar improvements are likely for regression tasks.

Deep learning models also excel at integrating heterogeneous data sources, an approach often referred to as multimodal
artificial intelligence [59], offering new opportunities to enhance detection of NFDS. One promising approach involves
incorporating information about deleteriousness or allelic pathogenicity. Balancing selection can interfere with negative
selection, allowing deleterious variants to accumulate near selected loci—a phenomenon termed ‘sheltered genetic load’ [85–88].
Empirical evidence for this process has been found in humans [89] and plants [90,91]. The magnitude of deleterious load could
be quantified using nonsynonymous variation or pathogenicity scores [92]. These estimates can be generated alongside genetic
data for model training by using forward-time simulators that incorporate codon-level mutations and associated distributions of
fitness effects [51].

This is a transformative moment for the field of evolutionary genomics. With the ability to simulate genetic data under
virtually any evolutionary scenario and the increasing power of deep learning to extract meaningful patterns, we are now
equipped to tackle questions that were once out of reach. The synergy between simulation-based data generation, heterogene-
ous genomic inputs and advanced modelling unlocks new frontiers for evolutionary inference. This work contributes to that
momentum by outlining a framework to enhance detection of adaptive processes, particularly balancing selection, and by
pointing to scalable strategies for decoding its mechanism across diverse systems.

4. Methods
(a) Data generation
We used the forward-time simulator SLiM v,4.3 [51] to generate synthetic data for training a model to discriminate among
modes of balancing selection and neutrality, as well as additional data to test model performance. To simulate neutral scenarios,
we modelled a human-inspired demographic history involving African, European and East Asian populations, all interconnec-
ted through migration following population splits (electronic supplementary material, figure S13) [93,94]. We evolved sequences
of length 1.1 megabases [95], using a mutation rate of 2.36 × 10–8 per base per generation and a recombination rate of 10−8,
for 5919 generations following a burn-in period of 10 Ne = 73 105 generations to seed variation across the modelled sequences
[51,93]. Using the ‘recapitation’ method in pyslim [96], we prepended a coalescence simulation of the burn-in period to ensure
there was coalescence [51].
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We extracted the sequence of genealogies across the simulated region using tree-sequence recording. We sampled 216
modern haplotypes (corresponding to 108 diploid individuals) from the present-day African population, matching the sample
size of this population in the 1000 Genomes Project Phase 3 dataset [97]. Additionally, using tskit [98], we sampled 20 ancient
haplotypes (10 diploid individuals) at each of eight time points, uniformly spaced every 50 generations over the 400 generations
preceding the present. This sampling scheme for ancient individuals reflects sample sizes that are currently attainable for some
organisms [99,100].

To simulate balancing selection scenarios, we retained all the genetic, demographic and sampling parameters from the
neutral simulations but introduced a selected allele with per-generation selection coefficient s at the 550-kilobase position (the
centre of the sequence) on a single haplotype 1000 generations prior to sampling.

Under NFDS, the relative fitness of the mutant allele was set to 1 + x* − p, where x* is the equilibrium frequency of the
mutant allele and p is its current frequency. The relative fitness of the ancestral allele was set to one. Under OD, the relative
fitness values of the homozygous ancestral, heterozygous and homozygous mutant genotypes were set to 1, 1 + ℎs and 1 + s,
respectively, where ℎ = x*/ 2x* − 1  is the dominance parameter and x* is again the mutant equilibrium frequency [31,101].

For both balancing selection scenarios, values of log10 s ∈ −3, − 1  and x* ∈ 0.5, 0.75  were drawn uniformly at random.
This simulation setting is relatively challenging owing to substantial class overlap: with small selection coefficients, balancing
selection may appear similar to neutrality in the genome, and within the same range of equilibrium frequencies, distinguishing
between the two modes of balancing selection may lack sufficient supporting signal (electronic supplementary material, figure
S2).

(b) Classifier construction, training and assessment
We retooled the TrIdent[InceptionResNetV2 (IRV2)] model [54], which was originally designed for the binary problem of
distinguishing between selective sweeps from positive selection and neutrality, to address the three-class problem of discrim-
inating among neutrality, OD and NFDS. TrIdent operates on image representations of haplotype alignments and extracts
features from these images using transfer learning.

Briefly, transfer learning here involves applying a model pre-trained on a large, unrelated dataset to generate lower-dimen-
sional feature representations that capture a broad range of characteristics useful for distinguishing among heterogeneous
image classes. This approach enables the rapid generation of a robust set of features that has proven effective in complex
categorization settings, typically offering resilience in tasks with few samples, better generalization performance and significant
energy savings [102–104].

For feature extraction, we selected the IRV2 architecture [105,106], a deep learning model pre-trained on large image datasets.
IRV2 combines residual connections, which improve information flow during training, with inception modules, which enable
multi-scale feature identification, making it well-suited for complex image classification tasks.

We simulated 1000 training, validation and test replicates for each class, resulting in a total of 9000 replicates, which is one
or two orders of magnitude less training data than typically employed and required to adequately train such deep learning for
detecting adaptive events [41,46,52,107–110]. Each replicate was processed through TrIdent to obtain a vector of 1536 features
from the pre-trained IRV2 architecture that best represent the data through transfer learning. To discriminate among neutrality,
OD and NFDS, we trained a logistic regression classifier on the 1000 training observations per class, incorporating an elastic net
penalty to control model complexity and sparsity [111].

To select the optimal elastic net hyperparameters, we evaluated each model on the 1000 validation observations per class.
The L1- and L2-norm hyperparameters were chosen as α ∈ 0.0,0.1, …, 1.0  and λ ∈ 10−6, 10−5, …, 105 , respectively. The optimal
hyperparameter combination was selected to minimize the categorical cross-entropy loss on the validation set [99].

Using the optimal model, we evaluated the effectiveness of this deep transfer learning approach in distinguishing among
the three evolutionary scenarios, based on 1000 test observations per class. We considered three model variants: one using
features from only modern samples, one using features from only ancient samples, and one using features from both modern
and ancient samples. Moreover, for each model variant, we also considered using images based on haplotypes or those based
on MLGs. Each sampling epoch—eight ancient and one modern—yielded 1536 extracted features via transfer learning. In the
ancient-only setting, a total of 8×1536 = 12 288 features was obtained by stacking the eight feature vectors. In the combined
modern and ancient setting, a total of 9×1536 = 13 824 features was obtained by stacking the eight ancient feature vectors with
the modern feature vector. These two scenarios, owing to their high-dimensional input space, benefit significantly from elastic
net regularization. The optimal hyperparameters for each trained classifier are reported in electronic supplementary material,
table S1.

(c) Regressor construction, training and assessment
As both NFDS and OD are functions of x*, we trained a model that estimates the equilibrium frequency x* regardless of the
true balancing selection mode. To develop a regression model for predicting x*, we followed the regression model architecture
that had previously yielded optimal prediction accuracy for TrIdent [64]. Because the adaptive parameter prediction task within
TrIdent requires a nonlinear model after transfer learning-based feature extraction, we adopted the previously identified optimal
feed-forward neural network architecture used in the TrIdent regressor [64]. These architectures include an input layer with 1536
nodes (corresponding to the number of extracted features), four hidden layers and an output layer with a single node and linear
activation. For x*, we implemented the following: the first three hidden layers have 500 nodes with a nonlinear tanh activation
and the fourth hidden layer has 200 nodes also with a nonlinear tanh activation.
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We then pooled the 1000 training observations from each of the balancing selection classes to create a training set of 2000
observations and also combined the 1000 validation observations from each of these classes to construct a validation set of 2000
observations. The model was implemented in TensorFlow [112] and trained by minimizing the mean squared error using the
Adam optimizer [113] with a default learning rate of 10−3 for 50 training epochs and a batch size of 50. Elastic net regularization
was applied to the weights of each layer, and the optimal combination of L1- and L2- penalties was selected based on the pair
that minimized mean squared error on the validation set [114], using the same hyperparameter grid as for the classifier. The
optimal hyperparameters for each trained regressor are reported in electronic supplementary material, table S1.
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